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Abstract

The number of songs available in Internet has grown steadily since its appearance. As a result of this
growth, it is extremely difficult for users to find the appropriate music that suit their needs. To allow
users to listen to the music they like, two techniques are quite used, searching and recommendation.
While recommender systems rely more actively on the users needs, the search engines receive their
needs more passively. In the present work we developed a solution for music recommendation, whose
objective is to search and recommend songs in tune with the activity that the user is performing. With
this objective in mind, we developed a hybrid approach reflecting the integration of a recommendation
system based on context and content. Regarding context, we use information about the user’s activity.
In what concerns the content, we took into account the information about the acoustic features of each
song. The recommendation algorithm starts by recommending the same songs for all users, we call this
the generic model. The user’s interaction with the system leads to the adjustment of the generic model,
to its own musical preferences changing it into a personalized model. A personalized recommendation
model for each user will then be obtained after some interactions with the system, which will better
reflect their tastes.

Keywords: Music Recommendation System, Hybrid recommendation, Recommendation based on con-
text, User activity, Association between music and activities, Generic and personalized model

1. Introduction

Nowadays there are numerous resources at our dis-
posal for the consumption of digital music, whether
through online stores or streaming services. Thus
we have at our disposal thousands of songs that
can be listen anywhere, anytime, and on multiple
devices like MP3 players, smartphones and tablets.

However, with the access to such a vast collec-
tion of songs, the main problem arises when the user
wants to choose songs he wants to listen. This prob-
lem is even worse when trying to create a playlist
to listen to while performing a certain task, such as
practicing sports, driving or studying. So creating
playlists becomes a tiresome and frustrating process
to users.

To solve this problem in the past years several
proposals have been developed for the generation
and creation of playlists. In this work we describe
and analyze the main techniques used in these ap-
proaches, which include the use of recommendation
methods like collaborative filtering, content-based,
context-based and hybrid approaches.

Despite the good results that such techniques can
achieve, they cannot be adapted to the specific ac-
tivity the user is performing. In fact, this topic has
not yet been well explored, therefore an effective so-

lution for this type of recommendation is missing.

With this problem in mind we aim to design a
solution for playlist recommendation based on the
activity the user is performing (context). In addi-
tion to the activity performed by the user our goal is
to use information about the songs (content) to help
in the recommendation process, to detect a possible
parallelism between music features and activities.

Our solution is based on a hybrid recommenda-
tion system that considers the context in which the
music is being listen to and the musical features of
each song.

Initially the same set of songs is recommended to
all users. This we call the generic model where each
song is recommended taking into account some of
the tests performed with real users in order to re-
alize the songs predominantely preferred for each
activity they perform. The songs are recommended
taking into account a set of intervals that define
how music should be recommended for each activ-
ity. These intervals represent the musical features
of each song. With the interaction of the user’s with
the generic model, this is adapted to a personalized
model that takes in account the previously choices
made by the user’s.

In the next section we discuss the related work,
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presenting research made in music recommender
systems. Section 3 describes our solution for rec-
ommendation. Section 4 describes the tests made
with users and in section 5 we present the results
and findings of our work. Finally in section 6 we
conclude our work and provide future direction.

2. Related Work

Given the enormous amount of songs that exist
nowadays and the continuous growth of internet
and the power of mobile devices, managing and
searching songs has become more difficult. In this
section we present the state-of-art approaches in
music recommendations.

2.1. Music Recommendation Methods
2.1.1. Collaborative filtering

Collaborative filters are the most common ap-
proaches in recommender systems. This technique
is based on user-generated content (eg: ratings or
implicit feedback) where items are recommended to
a user if they are appreciated by similar users.

In the music domain, collaborative filters works
by constructing a matrix M with n songs and m
users, which contains the user interaction with the
items (eg ratings, number of views, etc.). Each line
represents a profile of a user and the columns repre-
sent songs. The value Mua,ij is the rating that the
user ua assigned to the item ij .

Although this method is one of the most used for
music recommendation, it presents some problems
like the early-rater and cold-start problems[1].

2.1.2. Content-Based

Recommendations based on music content have
been used considerably less than the collabora-
tive filtering method. This is probably due to the
fact that the techniques based on content requiring
knowledge about the data, and music is notoriously
difficult to describe and classify.

In a content-based recommendation system, in-
formation describing songs is gathered; this infor-
mation relies on music features such as genre[2],
loudness, energy, rhythm or melody. This approach
is not based on assessments made by users, but on
the features of the songs.

Because this type of recommenders is focused on
finding similarities between the various character-
istics of the songs using only own music features
like rhythm, energy and genre, the user’s personal
opinion is not been taken into account when the
recommendation is being made.

2.1.3. Context-Based

In the field of recommender systems, the context
refers to the user situation such as time, mood or
activity that he is performing while he is searching
for a recommendation[3].

Advanced technologies such as wearable comput-
ers and smart devices, have created the opportunity
for researchers to collect and use data about the
context to enrich the interaction between users and
computers. Situational information as time, emo-
tional status, presence of others, past and future
events can help the system to better understand
the current needs of the user.

The positive aspect of these systems is that the
users needs may vary depending on the context, and
these recommendation systems can be adapted to
provide the most relevant services.

2.1.4. Demographic filtering
Demographic filtering is one of the most basic meth-
ods for identifying the type of users that like a cer-
tain item[4].

This technique classifies users profiles into groups
according to some personal data (age, marital sta-
tus, gender, etc.), geographic data (city, country)
and psychographics (interests, lifestyle, etc.). The
main drawback of this method resides in the fact
that the recommendation is too generic since all
users with the same demographic profile will receive
the same recommendations, which is incorrect since
people of same gender or age can have very different
tastes.

2.1.5. Hybrid approaches
The major problems of collaborative filters and con-
tent based approaches rely on new users or items
and in modeling the user preferences, respectively.
The main purpose of a hybrid method is to achieve
better recommendations combining some of the
techniques described earlier.

According to Burke[5] there are several meth-
ods to integrate different approaches into a hybrid
recommender where we emphasize the weighted,
switching, mixed and cascade methods.

Hybrid systems perform better than other ap-
proaches presented, since they can alleviate some
of the drawbacks that suffer a single technique in-
tegrating multiple approaches.

2.2. Music recommendation works
2.2.1. Context-Aware Mobile Music Recommen-

dation for Daily Activities
This work presents a novel approach to employ
contextual information collected with mobile de-
vices for satisfying user’s short-term music playing
needs[6].

This work presents a novel approach to employ
contextual information collected with mobile de-
vices for satisfying users short-term music playing
needs. The presented idea is to create a music sys-
tem that is able to detect automatically and in real
time, which activities the user is performing and
playing music appropriate to these activities. The
activities that are automatically detected by this
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work are walking, working, running, relaxing, sleep-
ing and shopping.

For each one, the sensor data includes time of day,
accelerometer data, and audio from a microphone.
The recommendation problem is formulated as a
two-step process: (1) infer the users current context
category using the features collected by the mobile
device, and (2) find a song matching the context
that was inferred. The first step is called context
inference and the second step music content analy-
sis.

2.2.2. Lifetrak: Music In Tune With Your Life

The essential idea behind Lifetrak[7] is that sev-
eral sensing modalities influence the music that
is played. Essentially, Lifetrak enables a context-
aware playlist that automatically chooses music in
real-time based upon the location, the pace of move-
ment, the current time, and various other phenom-
ena in the users environment. Furthermore, Life-
trak uses a simple learning mechanism to adjust
the ratings of songs for a particular context based
on users feedback when a song is being played.

The system does not autonomously analyze songs
and connect them to corresponding contexts. In-
stead, Lifetrak relies on the user to tag the song
database with the basic context constructs. Life-
trak then figures out the users current context and
ranks the song database according to this informa-
tion.

There are basically four main components in-
volved in the software architecture for Lifetrak.The
first component is the user space document which
contains a list of all songs and the contexts that
apply for each song. Then there is the context
engine that actually gets information from various
sensing modalities and categorizes them into spe-
cific tags. There is also the rating generator which
takes the current con- text and the user defined
song database, which contains the individual con-
text tags for each song, and then generates a ranked
playlist. Finally, the music player provides an in-
terface for the end user.

2.2.3. Nextone Player: A Music Recommendation
System Based On User Behavior

In this paper the authors designed a system that
allows recommending songs that are favored by the
user, new to his ear and that correspond to his
preferences[8]. To this end the authors use user’s
behavior as feedback to decide what song should be
played at that particular moment.

The authors determine whether a song is to be
recommended as the next one in the playlist from
five perspectives: genre, year, favor, freshness and
time pattern. Time series analysis of genre and year
are used to predict these attributes to the next song
rather than to select the song with similar genre

and year to the current song. According to the
authors a similar song relatively to a current one
cannot be assumed as a reasonable good choice of
recommendation. Prediction using time series anal-
ysis caters better to a users likes. The number
of times a song has been actively played and how
many times the same has been completely played
are used to infer the strength of songs favor. Other
feature introduced by the authors was to consider
the musics freshness in relation to a user. The fresh-
ness of a song may be considered as the strength of
strangeness or the amount of experience forgotten.
In a different period of a day or a week, users tend to
select different styles of songs. For example, in the
afternoon, a user may like a soothing kind of music
for relaxation and may switch to energetic songs in
the evening. This paper uses a Gaussian Mixture
Model to represent the time pattern of listening and
compute the probability of playing a song at that
time.

At the time of the recommendation, the obtained
results from the different perspectives presented
above are integrated into a final result. Given
that different users have different tastes, different
weights are attributed to the five factors at the time
of integration of results. This system has interest-
ing techniques such as the concept of freshness and
the use of users interaction with the system to find
out the year and gender of the next song to play.
However this approach does not take into account
the users context which we consider relevant to a
more effective recommendation.

2.2.4. Foxtrot: A Soundtrack for Where You Are
In this article[9], the authors propose a mobile ap-
plication named Foxtrot, that allows people to share
music they associate to a given location. To provide
an engaging experience, but at the same discrete
time, the Foxtrot mixes tags assigned by users, the
geographical location and music, to create a kind of
radio channel where people can hear music associ-
ated with a given location.

The Foxtrot revolves around two primary objects,
users, and songs. Users have their current loca-
tion, speed, hearing profile, history, and friends list.
Each song focuses on a geographical location, dis-
tance visibility, a type and a set of tags specified by
users. The presented approach to create a playlist
consists of three steps. In a first step, the applica-
tion collects songs that are close to the user’s loca-
tion, listed in ascending order of distance. To every
song is associated a score that indicates their rele-
vance to the user. This score is a combination of
three factors, namely: preference, geographical rel-
evance and freshness. In the last step, the tracks are
arranged to achieve a pleasant-sounding mix for a
good user experience.

One drawback in this solution is that anyone can
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assign a song to a given location, however this as-
signment may have been made in a completely dif-
ferent context from that in which the person (user)
hears the music which might lead one to think that
the allocation made is meaningless in his context.

3. Developed Solution
3.1. Association between songs and activities
To develop an effective music recommendation sys-
tem according to the activity that each user is per-
forming it is necessary to understand users prefer-
ences in accordance with the task being performed.
This section will therefore describe the method used
to capture these tastes as well as the implementa-
tion decisions made during the process. We will
also present the application used to collect the data
to be used in the generic model, explaining how it
works.

In the first phase of the recommendation process
our solution recommends an equal set of songs for
all users and each activity. This procedure cor-
responds to the interaction of the users with the
generic model. This recommendation model is to be
used by all users and his aim is to be framed taking
into account the users interaction with the system.
With the first interaction results the personalized
model that is shaped according to the choices made
by the user when using the generic model. Since it
is from this model that we will generate the multi-
ple custom models, it is important therefore that it
captures general likings for all potential users.

In order to gather songs that all users might pre-
fer, for each activity we developed a web application
that will be explained in detail in the next section.

Due to the paradox of choice of Schwartz [10]
which indicates that the difficulty of a choice is
greater, the greater the range of options we have
at our disposal, it was important to find a way to
filter the vast amount of musics and artists avail-
able.

There are currently dozens of genres and their
taxonomy is not well defined. Because of this diffi-
culty of identifying music genres, we decided to use
the one accepted by the majority of digital music
services. Therefore we chose to represent 15 dif-
ferent genres. The number and genres were chosen
based on the division of genres made by some ser-
vices known in the field of digital music like last.fm,
musicbox and musicovery.com. Further the identi-
fication of the main musical genres there was the
need of filtering by artist. This filtering considers
three factors: the number of available music genres,
the genres chosen for each activity during the asso-
ciation process and the current popularity of each
existing artist. The number of artists displayed is
30, this is twice the number of genres. We consider
this an ideal number of artists since it’s not a very
large number and ensures that in the worst case ce-

nario the user has at least two possible choices for
each genre, which happens when the user chooses
all the 15 genres for a given activity. Since there are
millions of songs available, it was necessary to filter
the number of songs to be presented. To achieve
this objective filterings by genre and artists were
important. Filterings by genre, allows us to choose
the music genre that best fits the user needs de-
pending on current activity. Filtering by artists in
turn allows us to choose our favorite artists, reduc-
ing the number of possible songs shown. Yet for
each activity we set the limit of 100 songs to be
presented. These 100 songs are then divided by the
total number of artists previously selected.

Having taken the previous decisions, we started
to develop the web application whose purpose was
to collect information on the preferred songs for
each different activity supported by the system.

3.2. Data collection application
To gather information about the songs preferred for
each activity, we developed a web-application that
considers the decisions we presented in the previous
section. The collected data will then be used in the
creation of the generic model.

The usage of this application, for the creation of
the generic model, can be divided into three major
phases. First an activity is chosen randomly from
those for which the user has not yet selected any
music. Selected the current activity, a set of genres
is shown to the user and he will have to choose at
least one that conforms with his interests to the
assigned activity (figure 1).

Figure 1: Genre selection.

In the second phase are presented artists that re-
flect the choices made in the previous step. These
artists are obtained through the API of the echonest
service 1, being these artists the most relevant for
each of the chosen genres. Here the user must select
at least one to proceed to the last stage (Figure 2).

The last phase presents a set of 100 songs related
to the artists previously chosen. For all songs shown
the user must select at least 20 that he considers
appropriate for the current activity (figure 3).

The web application was based on HTML, CSS
and JavaScript technologies. For the collection of

1echonest.com
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Figure 2: Artist selection.

Figure 3: Music selection.

artists and songs we used the API provided by
echonest service, as well as the service provided by
deezer 2 that lets us play the songs previously cho-
sen by echonest service. To store the information
provided by the users we used PHP which save, the
songs selected for each activity.

3.3. Recommendation Model
The generic model is fairly comprehensive and ini-
tially we intended it to be the same for all users.
With this intuition we needed the input from a
large range of listeners in order to attain a wide
range of musical interests for the different activi-
ties supported by the system. This enabled us to
determine the existence of dominant characteristics
when choosing specific musics for specific activities.
The choices collected from several users led to the
identification of the top 100 songs for the various ac-
tivities. Using then the echonest API we extracted
the songs content information.

After collecting the music features it was neces-
sary to evaluate any possible relationship between
those and each users activity.

We used the Weka[11] software in order to better
understand the influence of each feature, during the
selection of a song in a given activity. Weka3 allows
us to use various learning algorithms such as C4.5
decision trees and clustering algorithms such as the
Expectation Maximization algorithm. In addition
to these capabilities Weka can be used to evaluate
the attributes present in a dataset in order to un-
derstand the most discriminatives.

2deezer.com
3http://www.cs.waikato.ac.nz/ml/weka/

This last feature was used in our dataset to
identify the most important musical features. For
this we used the CfsSubsetEval attribute evaluator
along with the bestfit search method. After this
evaluation we where able to conclude that accous-
ticness, energy, loudness and tempo where the most
important features capable of discriminating the re-
lationship between users chosen music and activi-
ties. These are the features that we are going to
use in the recommendation process of our solution.

Having chosen the most important features we
used Weka to test different types of classifiers in
order to understand if it would be easy distin-
guish songs using these features. We concluded that
the Random Tree and Random Forest[12] classifiers
produced the best results when verifying the qual-
ity of the features, and from now on all the tests
made with classifiers will use these two.

Our results showed that the chosen features are
good, in general they are sufficiently discriminative
to predict what music should belong to each activ-
ity.

a b c d e f
a = Walking 70 5 0 0 5 20
b = Working 20 40 5 20 0 15
c = Relaxing 5 10 65 0 0 20
d = Running 15 15 0 60 0 10
e = Sleeping 5 0 0 0 95 0

f = Shopping 20 10 0 5 0 65

Table 1: Confusion matrix.

However through the confusion matrix shown in
table 1 , we were able to see that the working ac-
tivity is the only one where not at least 50% of
the songs belonging to that activity were detected.
One of the reasons may be related to the fact of this
activity being the most general among the six activ-
ities given in our solution, since the work that each
person is undergoing might require both different
physical and mental effort.

3.3.1. Activities Refinement
With data collected through the classifier, we no-
ticed that there were some difficulties in distinguish-
ing what songs should belong to the working activ-
ity, since these were often confused with running
and walking activities (see table 1).

Due to the results obtained and to the fact that
the working activity was the most subjective, we
chose to exclude this activity from our solution.
Thus we recreated the classifier in the same manner
as explained above but with only 100 songs because
the 20 songs belonging to the working activity were
removed. The confusion matrix resulting from the
removal of working activity can be found in table 2.

The removal of this activity improved the number
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a b c d e
a = Walking 60 5 5 10 20

b = Relaxing 10 80 0 0 10
c = Running 10 0 75 0 15
d = Sleeping 0 0 0 100 0

e = Shopping 15 10 5 0 70

Table 2: Confusion matrix with 5 activities.

of correctly classified songs in all activities, with the
exception of walking activity. However overall the
total number of songs correctly classified is higher
than in the previous case. The results obtained so
far lead us to exclude the working activity from our
solution as it was the hardest to distinguish from all
the others. We believe that this option will certainly
improve the recommendation received by the user.

3.3.2. Generic Model

After having at our disposal the most important
song features, as well the most chosen songs for each
activity, it was necessary to understand how to use
this information in order to achieve an effective rec-
ommendation.

A recommendation system is often seen as a sug-
gestion of items similar to a feature vector that
represents the users tastes. That is, the recom-
mendation is based at a point in n-dimensional
space where n represents the number of dimen-
sions/features. However, the use of the echonest
API doesn’t allow us to search a set of songs given
a single point in space. To overcome this problem,
instead of a single point it was used a set of intervals
delimiting the value that each feature could take, in
space these group of intervals defines a hyper rect-
angle.

Taking into account the decisions taken earlier
these hyper rectangles are made of 4 dimensions
which are defined by the intervals calculated with
maximum and minimum values that each feature
accouticness, energy, loudness and tempo can take
within each activity. The size of these rectangles
differ between activities and users. In our solution
since we had five activities, we will have not one but
five hyper rectangles, one for each activity.

To find the best way to generate intervals that
represent each song, was the next step in the model
development.

We started by testing two different methods in
order to calculate the intervals of each feature. The
first proposed method used the mean minus the
standard deviation for finding the minimum of the
interval and the mean plus the standard deviation
to find its maximum. The second method relied
on the use of the 10% percentile as the minimum
value of the interval and the 90% percentile for its
maximum.

The intervals created using the two methods de-
scribed above, were used to search songs through
a website developed using the API echonest. The
minimum and maximum values of the intervals cre-
ated for each musical feature were used for this pur-
pose.

Each query performed using those intervals re-
turned 100 songs that were used with the Ran-
dom Tree and Random Forest classification algo-
rithms. With these tests we concluded that the
methods used to generate the intervals were not ad-
equate since the intervals generated were too large
and there was a considerable overlap between them.
The resulting recommendation was poor being quite
similar for all activities.

Considering that the two tested methods had
given poor results it was decided to use two new
methods based on the first one, however we decided
to use only a percentage of the standard deviation,
namely 15, 20, 25 and 30%. In addition the result-
ing variant of the first method, another method was
tested similar to the previous one but with the dif-
ference of using the median instead of the average.

The new methods were once again tested, using
the 100 songs selected by the intervals of each fea-
ture generated for each activity as the test sets of
the classification algorithms.

This time limits were generated in two different
ways, one using the top 100 songs and the other
using the top 20 selected by the users when using
the data collection application presented on section
3.2. With this new variant a set of 16 different data
sets were created (figure 4).

Figure 4: Generated data sets.

The top 20 and 100 songs selected previously by
the users were used as training data sets of the clas-
sification algorithm. Taking this into account and
since we had two different classification algorithms
to test our intervals, we made a total of 64 test in
order to determine the best method to calculate the
intervals to be used in the recommendation process.
The use of the top 20 and 100 songs for the interval
creation was related to the need to understand if it
would be beneficial or not to have a wide historical
of songs (20 or 100) for the generation of the inter-
vals, in order to obtain the highest percentage of
songs considered correct for each activity.
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For the 64 tests made the best result for the num-
ber of songs that deemed correct occurred for the
method consisting on the average ± 15% of the
standard deviation. However it should be noticed
that in this case the number of songs used to test
the classifier (i.e. recommended) were only 331 in-
stead of the 500 used in most of the other tests.

Given the low number of songs collected by the
method mentioned above, we decided to opt for the
second best method corresponding to the usage of
the median ± 20% of the standard deviation. In
this case the median and standard deviation were
calculated from the top 100 songs chosen by the
users. The training instances used by the classifier
were the top 20 songs chosen by the users for each
activity. Tables 3 and 4 correspond to the confusion
matrices for the two tests mentioned above (mean
± 15% of the standard deviation and median ± 20%
of standard deviation).

a b c d e
a = Walking 88.5 11.5 0 0 0

b = Relaxing 0 100 0 0 0
c = Running 40 0 57 0 3
d = Sleeping 0 5 0 95 0

e = Shopping 19 81 0 0 0

Table 3: Confusion matrix of mean ± 15% standard
deviation using Random Forest algorithm.

a b c d e
a = Walking 53 11 30 0 6

b = Relaxing 0 85 0 0 15
c = Running 2 0 95 0 3
d = Sleeping 0 0 0 100 0

e = Shopping 52 30 3 0 15

Table 4: Confusion matrix of median ± 20% stan-
dard deviation using Random Forest algorithm.

In addition to the problem mentioned earlier
about the number of songs returned using the
method of the average ± 15% of the standard devia-
tion, when analyzing the confusion matrix shown in
table 3 we can verify that no songs of the shopping
activity were assigned as belonging to that same
activity.

In table 4 we can check an higher mess than the
one presented in table 3, however in this case a to-
tal of 493 songs were returned using this method. A
number of songs that were quite close to the desired
value of 500 songs. Excepting for the shopping ac-
tivity, in this matrix we can see that all activities
had a success rate of over 50% of songs considered
as belonging to each activity. Since the number of
songs considered correct for the shopping activity
were not significantly lower when compared with

those obtained in other tests, we decided to use the
method that uses the top 100 songs for the calcula-
tion of the median ± 20% of the standard deviation
as the method to determine the intervals of the hy-
per rectangle (figure 5).

Figure 5: Method used to generate the recommen-
dation intervals.

4. User Evaluation
After the best calculation method for the intervals
was found, that information was used to create the
generic model that will do the same recommenda-
tions for all users. In order to validate this model,
we developed a web page where users could choose
the songs they consider most appropriate for each
activity. Some of the results obtained during the
tests made with the generic model were then used
to train the personalized model using the selected
songs in the previous test. The web page used to
test the personalized model was the same that was
used to test the generic model.

The application for the evaluation of the generic
model was built in with the aim to recommend a
set of songs according to the activity that each user
is performing. Users begin by answering a small
questionnaire with their demographic information.
Afterwards, a set of 5 activities supported by the
system are displayed to the user from which he must
choose the one that he is performing (Figure 6).

Figure 6: Activity selection.
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To test the quality of the generic model we show
50 songs to the users that are within the intervals
calculated according to the options taken in the
previous section. Although a total of 50 songs are
given to the users, in each moment only one song is
present to the user.

In order that users have an idea of the music
suggested, we play a sample of 30 seconds for each
song, in detriment of the total length of each song
to decrease the time spending during the process of
choice.

In the developed application the user should se-
lect only the songs that he considers appropriate
for each activity. Whenever a song does not suit
his tastes, he should press the next button to move
on to the next song (see figure 7).

Figure 7: Music selection.

For each suggested music, only a 30 seconds sam-
ple is played in order to decrease the time spending
during the process of choice. An example of an in-
teraction with the application used in the generic
model can be seen in figure 7.

Our solution is based on the construction of a
generic model that is initially equal for all users.
The generic model will evolved to a personalized
model as a result of the interaction with the user,
adapting constantly to the choices made by him.

The evaluation was divided into two steps. The
first step was to evaluate the generic model in order
to understand if this is flexible enough to recom-
mend music that comply with some of the prefer-
ences of potential users.

In the second step, some users who had previously
interacted with the generic model, were asked to
interact again with the recommender application.
However this time the new songs are recommended
taking into account the choices made by the users
during their interaction with the generic model.

The new songs presented were chosen using the
same method of calculation used in the creation of
the intervals for the generic model. The aim of this
procedure was to evaluate whether the model is ad-
justed according to user preferences. In this case
an increase in the number of songs that each user
would consider appropriate for each activity should
be expected.

5. Results and Findings
The generic model evaluation was performed in
two different ways. An online evaluation where we
spread the web page described in section 5.1 via
some social networks such as facebook and google+,
and presencial tests, where we asked users to test
the generic model.

The online evaluation yielded a total of 21 re-
sponses and presential tests were carried out with
the help of 10 users. The generic model was tested
mainly by male users. In fact 15 of the online tests
were made by male users, and 8 of the presential
tests were also made with male users. The majority
of the user’s representing 81% of the total aged be-
tween 22 and 29 years old,. Five users correspond-
ing to a total of 16% had ages between 16-21 years,
and the remaining 3% were represented by just 1
user for the class age between 30 and 39 years old.

When comparing online tests with presential
ones, there are significant differences in the num-
ber of songs chosen by each user. Online users only
consider in average 4 to 5 songs as correct for each
activity. This value increases for the presential users
to an average between 11 and 12 songs per activity.

This difference may be related to the fact that
when facing the users during the presential tests,
they might probably be intimidated and as a result
tend to be more concentrated on the tests respond-
ing therefore more attentively. The results for the
average number of songs selected by activity are
represented in figure 8.

Figure 8: Average selected songs by activity.

Once selected the songs for each activity, users
had to say whether or not they agreed with the
recommendation made. The possible answers were:
strongly disagree, disagree, neither agree nor dis-
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agree, agree and strongly agree. This is a subjective
evaluation, however the result allowed us to under-
stand, approximately, the satisfaction level of the
recommendation made for each user.

Using the scale to rate the degree of users satis-
faction for each of the recommendations made, we
can classify the first and second options as a nega-
tive feedback, the third as neutral and last two as
a positive feedback. Using this division, we found
an increase of 13% in the positive feedback by the
users who made the presential tests, the percent-
ages relating to the feedback provided by users are
shown in figure 9.

Figure 9: User feedback about the recommendation.

Although the users who had completed the online
test in average selected a small number of songs, we
could verify that the overall satisfaction with the
recommended songs is positive. The same can be
seen with the users who performed the tests in per-
son, these results demonstrate that in general the
recommendation meets the interests of users how-
ever for some reason in average the online users
choose a much narrower number of songs.

In order to check if the generic model can be
transformed into a personalized model, new tests
were conducted with the 10 users who responded to
the previous tests in person with the generic model.
To test the personalized model, the intervals of the
different music features were modified taking into
account the choices made by each user in their in-
teraction with the generic model.

The results obtained during the tests used with
the personalized model can be seen in figure 10.

In the graph shown in figure 10 we can see that
there was on average an improvement in the rec-
ommendation when using the personalized model,
which can recommend on average more than 15
songs per activity.

After the evaluation made to all users using the
personalized model, we made another test using the
chosen songs during the first interaction with the
personalized model. This test was intended to check
if there was an improvement in the number of songs

Figure 10: Personalized model results.

deemed appropriate for each user using the person-
alized model. Unfortunately it was not possible to
perform these tests with all the 10 users who had
experienced their personalized model, having been
performed only by 5 of them.

figure 11 shows the evolution of the number of
songs chosen by each of the users who used the per-
sonalized model for the second time.

Figure 11: 2nd iteration using the personalized
model.

From the obtained data we found that in both
cases where there were fewer songs chosen during
the use of the generic model there was a continuous
increase in the recommendation using the person-
alized model. In the other cases a continuous grow
on the recommendation was not found, but in only
one case the personalized model was not able to
recommend more songs than the generic model.

6. Conclusions and Future Work
With the arrival of digital music and Internet tech-
nologies, a great ammount of musical content is
available to millions of users around the world.
With the millions of artists and songs on market,
begins to be difficult for users to search songs that
please them. Furthermore, the large amount of mu-
sic available has opened opportunity for the emer-
gence of new recovery and music recommendation
techniques.

With this work it was possible to perceive the
challenges and the inherent complexity of the rec-
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ommendation systems. Knowledge related to this
area, namely in what respects the types of recom-
mendation techniques and the challenges presented
by them were acquired. At the same time it was
important to realize the state of the art in recom-
mender systems focused on music.

In our solution, we verified that the use of a
generic model for all users can be beneficial for an
initial recommendation. The capacity of this model
for an initial recommendation is important because
it allows fulfilling one of the great problems found in
recommendation known as the Cold Start Problem.

The use of intervals to distinguish songs to rec-
ommend in each activity revealed to be a capable
method of molding to the likings of the different
users. This was visible with the improvement ver-
ified in the number of songs recommended during
the passages of the generic model to the person-
alized one and through the second iteration made
using the songs recommended by the personalized
model.

These intervals thus allow to recommend musics
based on their musical features and overcome one of
the problems of some recommendation techniques
known as popularity bias. In such a way we at-
tained the intended objectives, in presenting a so-
lution that has no difficulty in recommending songs
to new users and that is capable to recommend any
type of music be it known or unknown to him. How-
ever, the concept of freshness is not included in our
solution, since the number of times that a music
was already recommended to each user, as well as
the last time that the recommendation was made
was not taken into account. Given that we are not
using the concept of freshness in our solution, the
inclusion of this concept would be an important as-
pect to consider in the future. With this concept
would be possible to assign a freshness score to each
song, that would serve to have a more diverse rec-
ommendation, and promote the discovery of new
songs.

It could also be interesting to choose randomly
two new points within the current interval to rep-
resent a new maximum and minimum. These new
points would be always within the current interval,
the restriction of some values inside of the interval,
would allow to verify more rapidly in which direc-
tion are the musical tastes of each user.

Finally, information concerning the names of
artists whose songs were commonly chosen by users
could also be used in the recommendation process.
This allows us to recommend new songs of the user’s
preferred artists which had not yet been recom-
mended. With the artists identity it should also
be possible to look for similar ones. This could be
interesting as it gives the user the opportunity of
finding new songs. Such as the artists name, an-

other possibility is information of each song genre
for each activity.
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